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Background: Recreational fisheries surveys

• How many [Wahoo] were caught by recreational anglers

along the coast of [Alabama] during [May–June] of [2019]?

• For various [fish species], US National Marine Fisheries

Service estimates recreational catch as

(̂effort)
̂(
catch

effort

)
= (off-site estimate) (on-site estimate)

for 17 coastal [states], six two-month [waves], many [years]
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Off-site estimation of fishing effort

• Estimate fishing effort (number of fishing trips) by surveying
anglers at home, not at fishing sites

• traditional mode was a landline (only) survey

• increasing problems with landline led to new mail survey

• Major change in survey methodology, leading to major change

in survey estimates
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Original calibration problem

• National Marine Fisheries Service committed to develop a

“calibration” method to construct “. . . estimates that best

represent what would have been produced had the new [mail]

design been used prior to 2017”

• Is there a way to convert from landline target to mail target
and vice versa?

• want a defensible statistical approach, realizing that it will

have to rely on some modeling assumptions

• our statistical methodology makes no judgment that one

method is correct or even better

• methods are different and differences are only partially

explained with available information
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Preview of the goal

• Calibrated wave-level series for landline (black) and mail with

(blue) and without (orange) bounding interview effect

5/39



Outline

• Original calibration:

• used 1981–2017 CHTS (landline) and 2015–2017 FES (mail)

• externally reviewed in 2017

• What’s new?

• more years of data: 2018–present FES (mail)

• methodological changes: question order, waves to months

• New calibration model shares much with original

• some extensions required due to treatment of bounding

question and change from wave data to monthly data

• some refinements possible due to more available data

• New calibration methodology improves on the original

• better computational tools

• more flexibility to specify and test different models
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Outline, continued

• Build model to calibrate effort between landline and mail at
the wave level

• almost identical to wave-level model in original calibration

• Next, build model for effort at month level

• far more complex data structure

• not an extension of original calibration model

• Start by reviewing the wave calibration model

• original calibration adapted Fay-Herriot small area estimation

(Empirical Bayes) and existing software

• new calibration uses Hierarchical Bayes and custom software
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A model for calibration

• Calibration goal is (mostly) to map between targets:

Landline Target ⇄ Mail Target

• (sometimes adjust targets for explainable differences)

• We have unbiased estimates of both targets:

Landline Estimate = Landline Target

+ Landline Sampling Error

Mail Estimate = Mail Target

+ Mail Sampling Error

• Sampling Error properties for landline and mail are

well-understood from their respective designs
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Sampling Error Models

• Sampling errors are from within-state stratified samples of

moderate to large size

• Assume that

Landline Sampling Error ∼ independent Normals

{ϵLst} ∼ independent N
(
0, σ2Lst

)
and these errors are independent of

Mail Sampling Error ∼ independent Normals

{ϵMst} ∼ independent N
(
0, σ2Mst

)
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Sampling Error Variances

• We have estimates V̂Lst and V̂Mst of the design variances VLst

and VMst on the original scale

• not estimates of σ2
Lst and σ

2
Mst on the log scale

• Original calibration: novel approach to approximate

variances on transformed scale

• related to but different from standard Taylor linearization

• forced analytical consistency between mean model and

variance model

• New calibration: standard Taylor linearization

• more easily adapted to handle covariances for monthly data on

the transformed scale

• We treat these design variances as known (standard practice

in small area estimation)
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Spatio-temporal variation in the targets

• We have unbiased estimates of both targets:

Landline Estimate = Landline Target+ ϵLst

Mail Estimate = Mail Target+ ϵMst

• Each target has spatial (state-to-state) and temporal

(wave-to-wave and over years) variation
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Modeling spatio-temporal variation

• Construct dummy variables (indicator variables) for six

two-month waves, one set for each state

• Spatio-temporal model is then

state+log(pop)+ wave+state*log(pop)+state*wave

+mail ∗ {state+ log(pop)+ wave}

• Simple model accounts for much of the variation:

Landline R2
adj Residual SE df

Shore prior to 2000 0.847 0.561 1431

Shore 2000 and later 0.849 0.475 1335

Boat prior to 2000 0.890 0.487 1436

Boat 2000 and later 0.893 0.424 1332
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What remains after spatio-temporal variation? Part I

• Any other real variation explainable with observable (forward

and backward in time) covariates?

• Measurement properties changing over time? Covariates that
explain such a change?

• presence/absence of bounding question: impact can vary by

season

• Coverage properties changing over time? Covariates that
explain such a change?

• semiannual state-level wireless-only households from

National Health Interview Survey

• transform via empirical logits:

logit = log

(
proportion wireless-only

1− proportion wireless-only

)
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Fitting and extrapolating wireless-only household data

• Fit logits as state-specific lines with slope change in 2010:
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What remains after spatio-temporal variation? Part II

• Any other real variation not explainable with observable

covariates?

• Irregular: true effort has additional, real variation not
explained by regular spatio-temporal patterns or observable
covariates

• by definition, we cannot explain it

• but both survey methods can see this variation

• Instead, we model Irregular as a random effect, with mean

zero, and unknown covariance structure to be estimated:

Original calibration: independent and identically distributed

New calibration: first-order autoregressive process
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Complete wave-level model specification

• Putting everything together:

Landline Estimate = Landline Target+ ϵLst

Landline Target = (Landline Spatio-Temporal)

+(Other Landline) + Irregular

= x⊤
Lstβ + νst

Mail Estimate = Mail Target+ ϵMst

Mail Target = (Mail Spatio-Temporal)

+(Other Mail) + Irregular

= x⊤
Mstβ + νst

• This is closely related to the Fay-Herriot model of survey

statistics (and Rao-Yu version for autocorrelated series)
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Original calibration used Fay-Herriot

• Fay-Herriot needs a “univariate” series: one observation per

state and wave

• With a small loss of information due to averaging, use

Landline or Mail alone if no overlap, and use

1

2
(Landline Estimate+ Mail Estimate)

during overlap

• Advantage: calibration methodology is an application of
univariate Fay-Herriot small area estimation

• strong theoretical foundation for inference

• well-established methods

• supported by software: sae package in R
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New versus original wave-level calibration

• New calibration model for wave-level is essentially the same

as original calibration
• But new calibration methodology is more flexible and
powerful

• does not rely on averaging “trick,” which is untenable given

addition of pilot data and monthly data

• allows exploration of different model structures for irregular

term, not bound by existing software

• easy inference for transformations (e.g., back to original scale)

• readily extended for other calibration tasks

• Advantage: calibration methodology is an application of
hierarchical Bayes modeling and inference

• strong theoretical foundation with well-established methods

• Requires custom coding but this is well supported by RStan

software
18/39



Now turn to month-level calibration

• Original calibration does not address month-level and cannot

be adapted to this setting

• 2024 pilot moved to this more complex data structure:

Jan Feb Mar Apr May Jun

Wave Jan-Feb Mar-Apr May-Jun

Admin Jan Feb Mar Apr May Jun

Look-Back Dec Jan Feb Mar Apr May

• Two correlated measurements within each month

• Two independent measurements (Admin and Look-Back) for
the same month

• not expected to be identically distributed

• Look-Back estimate has seasonally-specific shift, ϕlookback
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Model for month-level effort

• Build on the wave-level model

• On the original (non-log) scale:

(first month in wave) = Fst × (wave)

(second month in wave) = (1− Fst)× (wave)

• for 2024 pilot, we have two independent measurements of first

month and second month

• otherwise, have wave estimate and no monthly estimates

• Obtain monthly estimates by estimating the first-month

fraction, Fst

• Use averaged proportions of monthly effort, Āst , from Access

Point Angler Intercept Survey (APAIS):

logit
(
Āst

)
= logit (Fst) + ϵAst
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Hierarchical Bayesian inference

• Want to use all available data for inference in wave-level and

month-level models

• Hierarchical Bayes (HB) inferential approach:

• treat all unknowns as random variables with distributions,

possibly with their own unknown parameters

• deepest level of hierarchy has prior distributions with known

parameters, assigned to reflect low prior information

• HB then conducts computes posterior distribution = prior

distribution updated to reflect information in the data

• HB computations are rarely feasible for non-trivial models

• Instead, approximate the posterior distribution using Markov

Chain Monte Carlo (simulation-based) techniques
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Markov Chain Monte Carlo (MCMC)

• Use MCMC to approximate the posterior distribution

• Monte Carlo: all theoretical distributional quantities
approximated by empirical values from large simulated sample

• e.g., (posterior mean) ≃ (empirical mean from Monte Carlo)

• Markov Chain: not possible to sample directly from the
posterior distribution

• construct a stochastic process that has as its stationary

distribution the posterior distribution of interest

• initialize the process and sample sequentially many times

• check for convergence to the stationary distribution after

warm-up (forgetting initial values)

• get enough effective sample size from converged chain to

support empirical inference, noting that the draws are

correlated
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Outline for remaining presentation

• Prior distributions, including sensitivity analysis

• Specifics of MCMC method

• Initialization of MCMC chains

• Diagnostics for convergence and effective sample size

• Validation experiments using hold-out data

• Illustrative results
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Prior distributions: wave-level model

• Fixed effects:

• Normal(0, large) priors for spatio-temporal and other

parameters (wireless, bounding, etc.) in β

• Random effects:

νst | νs,t−1 ∼ Normal(ρνs,t−1, ψ)

• Uniform(−1, 1) prior for autocorrelation parameter ρ

• HalfNormal(0, 5) prior for variance parameter ψ, following

sensitivity analysis
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Sensitivity analysis for variance parameter, ψ

• Conducted a limited sensitivity analysis for variance parameter

ψ of Irregular term, νst

• Considered four prior distributions:

• HalfNormal(0, 5), HalfNormal(0, 10)

• Uniform(0, 5), Uniform(0, 10)

• Restricted data set and model for computational simplicity:

• wave-level data only

• no autocorrelation

• Found little difference in results and selected HalfNormal(0, 5)
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Prior distributions: month-level model

• Normal(0, large) prior for seasonally-specific look-back

parameters in ϕlookback

• Normal priors on logit scale for first-month fractions, Fst

• large variances

• means defined according to region and wave

• For southern states, set prior means at 0.5 for all waves

• equal distribution of effort between first and second month

• For northern states, set prior means to reflect seasonality:

• increasing in first part of year, equal in middle of year,

decreasing in latter part of year
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Specifics of MCMC

• MCMC method is No U-Turn Sampler as implemented in

Stan

• Stan is a probabilistic programming language

• “enables sophisticated statistical modeling using Bayesian

inference, allowing for more accurate and interpretable results

in complex data scenarios”

• we use RStan, the R interface to Stan

• Four independent chains

• run 8,000 iterations (4,000 warmup) per chain

• need to choose initial values for each chain

• need to conduct diagnostics on the draws from the chains
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Initial values for MCMC chains

• Used R sae package to fit Fay-Herriot model

• used subset of observations with all waves non-missing

• obtained initial estimates of fixed and random effects

• imputed any missing random effects using Last Observation

Carried Forward and Next Observation Carried Backward

• used estimates and imputations for Chain #1 and

randomly-perturbed versions for remaining chains

• Used R sae2 package to fit Rao-Yu model

• used subset of observations with complete time series

• obtained initial estimates of ψ and ρ in autoregressive model

• used estimates for Chain #1 and randomly-perturbed versions

for remaining chains
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Diagnostics

• Conduct diagnostics to assess the quality of the MCMC
approximation to the posterior distribution:

• after warm-up, each chain needs to converge to the true

posterior distribution

• each chain needs to move around in the support of posterior

• need enough data from converged chains to support inference

• Converging, well-mixed?
• trace plots (visual) and R̂ (numerical) look good

• no evidence of divergent transitions

• Sufficient run length?
• bulk ESS (effective sample size), which assesses reliability of

posterior means and medians, was below threshold for some

parameters (⇒ run chains longer or run more chains)

• tail ESS, which assesses reliability of posterior variances, was

above suggested threshold for all parameters
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Validation experiments

• Create hold-out data sets:

Group North Atl. Mid Atl. South Atl. Gulf

1 CT VA GA LA

2 RI MD SC AL

3 MA DE NC MS

4 NH NJ FL

5 ME NY

• set aside one state per NOAA region

• hold out 2017 mail wave data and 2024 monthly pilot data for

these states

• For each hold-out data set, fit model to remaining data

• Predict hold-out data and compare model predictions to

actual data
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Validation experiments, continued

• Predict hold-out data and compare model predictions to

actual data

• Model performed well across validation experiments, with

prediction intervals overlapping observed data intervals in

most cases

31/39



Illustrative results

• Hierarchical Bayesian methodology is finalized

• (pending review)

• New data can be readily ingested

• Minor model updates are straightforward

• Framework supports more substantive model updates

• (e.g., calibration following some future methodological change)

• Following results are illustrative, not final
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Estimated effect of 12-month bounding question

• FES: 12-month question after current wave activity

• 2024 pilot and 2019 question order pilot: 12-month question

before current wave activity

• Posterior means and credible intervals for shore mode show

evidence of FES telescoping error:
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Estimated effect of look-back month

• Posterior means and credible intervals for shore mode show

systematic difference between Admin and Look-back month:
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Estimated seasonal effects for Massachusetts shore mode

• Posterior distributions of state by wave fixed effects
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Estimated seasonal effects for Mississippi shore mode

• Posterior distributions of state by wave fixed effects
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Massachusetts wave-level calibrated series

• Calibrated wave-level series for landline (black) and mail with

(blue) and without (orange) bounding interview effect
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Massachusetts month-level calibrated series

• Calibrated month-level series for mail with (blue) and without

(orange) bounding interview effect
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Discussion

• Original methodology:
• relied on strong theoretical foundation of Fay-Herriot small

area estimation

• allowed use of existing software for calibration

• cannot be adapted to address the new challenges of multiple

surveys, including monthly data

• New methodology disadvantages:
• required development of custom software

• increased computational expense of MCMC

• New methodology advantages:
• builds on wave model from original calibration

• incorporates all available data

• provides principled approach to uncertainty quantification,

including following transformations

• handles complex data structures, including missing values

• can be extended to other complex settings
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